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The puzzle: Who should grantmakers fund?
a) the people with the strongest track records
b) those with the least current funding

c) something else...
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Abstract. Cause and effect relationships play a central rofe in how we percedve and make
sense of the world around us, how we act upon . and ulimately, bow we understand our-
selves, Almost two decades ago, computer scientist Judea Pearl made a breakthrough in

d causality by d ing and ically studying tse “Ladder of Causa-
tion™ [Pearl and Mackenzie 201E8], a framework that highlights the distinct roles of seeing,
doing, urd imapining. In hosor of this landmark discovery, we name this the Pear! Consal

Hierarchy (PCH). In this chapter, we develop 2 novel and comprehensive treatment of the
PCH through twe v lenses, ane logical ilistic and anather inferenti

gruphical, Fallowing Pearl’s own presentation of the hicrarchy, we hegin by showing how the
PCH organically emerges from a well-specified collection of causal mechanisms (a stractural
causal model, or SCM). We then turn to the Jogical lens. Our first result, the Casal Hierarchy
Theorem (CHT), demonstrates that the three layers of the hierarchy almost olways separate
in & measure-theoretic sense. Roughly speaking, the CHT says thar data at one layer virt-
ally always underdetermines information at higher lnyers. Since in most proctical settings
the scientist does not have access o the precise form of the underlying causal mechanisms

1

"“The bulk of human knowledge is
organized around causal, not
probabilistic relationships, and the
grammar of probability calculus is
insufficient for capturing those
relationships...”

*—Pearl (2001, p. 31) Bayesianism and
Causality or Why | am Only a Half-Bayesian



In collaboration with...

A BAYESIAN REDUCTION OF CAUSATION

DANIEL A. HERRMANN, AYDIN MOHSENI,
BENJAMIN A, LEVINSTEIN, AND BRUCE RUSHING

ApsTiract. De Finetti conjectured that cansation, like chance, reduces to pat-
terng in subjective probability. Recent results on the Pear]l Cansal Hierarchy
seem to forechoss this possibility, proving that causal claims are ireedwcible to
probabilistic ones within structural eausal modsls (SCMs). We show that the
reduction suecoeds after afl. The npparmt irreducibility arises from an implicit
ietion on the agent's anee the virinkle set i en-
riched to include naturalized intervention variables, interventional propositions
redure to ordinary pmhahqnm; conditioning, To complete the suhjectivist pic-
ture, we prove a de Fi atyle Tep thcorcm blighing that an
agent with rerdences can he sty lenrm-
ing cauzal structure and the probabilities within I.hab structure via standard .
Beyesian updating, We then show how this framework bears on the debate Da n Iel H e r r m a n n
Ixumeeu wnlennla! and caunsal d.ecxslml lheury. argumg that causal declsbon
& useful i of i lw‘c:l Lhe full
nlgebna Within SCMs cansal 1g reduces Lo subj

The notion of “couse” thus depends on the notion of probability, U NC Cha pel HiII

and it follows also from the same subjective source as do all judg-
ments of probability: this fion seems to titute the true
logical translation of the carmcp.ho‘n of “couse” advanced by Dovid
Hu:me udu:h I camder the highest peak that has been veached by
T The theory of probability will thus be able to
opcn the field of science to this conception, m\‘ms‘c significance and
value seem not to have been sufficiently understood nor appreciated
until pow,
—de Finetth (1837} Foresight: fts Logieal Lows, ibs Subjective Sources p. 155

L INTRODUCTION

Bayesian reasoning stands as one of the most successful frameworks for rational
inference. Reg ation tl Dblish that agents satisfying minimal co-
herence constraints must have probabilistic cred Accuracy ar s show
that probabilistic beliefs uniquely avoid being aceuracy dominated. Dutch-book
arguments demonstrate that violating probabilistic coherence leads to exploitable
irrationality. These results suggest that probability theory provides the correct
normative framework for reasoning under uncertainty across a remarkably broad
range of contexts,'

YFor representation theorems see Savage (1954) uod Joffrey (1983). Fishburn (1981) z!ws

an excellent overview of a wide sange of . For accuracy
Joyee (1998) and Pettigrew (2016). For Dutch-book arguments see R,amse)' (1831) and Pomgnew
{2020).

Bruce
Rushing

Ben Levinstein

Anthropic U of Virginia






LEARNING THE VALUE OF VALUE LEARNING

ALEX JOHN LONDON & AYDIN MOHSENI

ABETRACT. Standard decision frameworks address uncertainty about facts but,
assume fixed options and values, We extend the Jeffrey—Bolker framework to
mode] refinements in values and prove & valwe-of-information theorem for axio-
logical T smualti-aggent settings, we establish thit mutual refinement
will istically transform SHIT gaanes inko positive-sum interactions
and yield Pareto-improvements in Nash bargaining. These results show that
a framework of rational choice can be extended to model value refinement.
By unifying epi i and axiological refi t under a single formalism,
wa broaden the conceptual foundations of rational choice and illuminate the
normative status of othical deliberation.

Keywords: decision theory, rational cholee, formal epl I pref change,
ness, awnreness growth, maodel misspecification

1. INTRODUCTION

Agents in the real world, whether human or artificial intelligence, make deci-
sions in the face of uncertainty. One component of such decisions is episiemic,
involving knowledge of, or beliefs about, states of the world. Another component
i8 axiological, involving judgments about the value or worth of various states of
affairs and the actions that can produce them. Classic value of information theo-
rems demonstrate the importance of epistemic refinement understood as gathering
information in order to change the agent's beliefs about states of the world. In
particular, under certain conditions,' rational agents prefer acquiring non-trivial
information about the state of the world. In contrast, there is little discussion of
the value of axiological refinement, understood as the process of gaining greater
clarity about the nature and scope of the values that determine the relative value
or worth of different states of affairs. We demonstrate the importance of axiologi-
cal refinement—that pausing to refine one's values, under quite general conditions,
has strictly positive expected utility.

Tod rate that axiological refi cannot be collapsed into purely epis-
temic refinement, we provide results that go bevond individual decision-making
contexts and show that there is strategic, not merely epistemic, value from con-
sulting one's values, In particular, we demonstrate that in two-player zerc-sum
games, value refinement tends to transform interactions into ones that are positive-
sum. Similarly, in Nash bargaining scenarios, value refinement tends to result in
Pareto imp for all involved parties. In these contexts, agents who refine

'Specifically, when there s act-state independence, information is costless, and agents have
eountably additive, proper priors (Kadane et al, 2008; Skyrms 1985; Gibbard and Harper 1975).
1
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Al ALIGNMENT AS A PRINCIPAL-AGENT PROBLEM

AYDIN MOHSENI AND LUCA GARZINO DEMO

ApsTRACT. This paper explores Al alignment through the game-thearetic lens
ol a principal-agent problem, wlhere human operators {principals} aim Lo ensure
Al systems {agents) act in d with their ohjectives. We d

that

i agents, which optimize for reward Functions rather than true
intentions, outperform aligned agents, leading to a proliferation of misaligned
AL Cur analysis highlights the inberent difficulties in achieving 1
alve and misb ion-proof ali hasizing the need for robust
strategies to mitigate these risks &s Al capebilities advance.

1. INTRODUCTION

In the evolving landseape of artificial intelligence research, ensuring that Al sys-
tems act in accordance with human intentions, known as Al alignment, emerges
as a central concern. This issue can be framed within the context of game theory
as a principal-agent problem, where the ‘principal” (human operators) seeks to
design mechanisms or incentives such that the ‘agent’ (Al systems) behaves in
wiys that are aligned with the principal’s objectives. This perspective sheds light
on the inherent difficulties in specifying objectives that are comprehensive and
misinterpretation-proof, highlighting the complex interplay between Al capabili-
ties and human values.

This paper examines the principal-agent problem as it pertains to distinctive
features of Al alignment, aiming to contribute to the discourse on the philosophical
foundations of trustworthy and beneficial AL

Frevious work in the fields of economics, marketing, and business management
has focused on the impacts of information asymmetries between the principal and
agent on extra profits to the agent, known as ‘agency rent’. The literature captures
multiple determinants complicating agency relations. Agency difficulty increases
with greater opacity of agent information and actions to principals and peers
Gijesdal (1982), increased noise in outcome data Holmstrom (1979), amplified
uncertainty in the effort-outcome relationship Shavell (1979), heightened principal
and agent Impatience and risk aversion Ross (1973), agent uniqueness Eisenhardt
(1989), principal’s potential for severe consequences Jensen and Meckling (1976),

In collaboration with...
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The aim: a better future science



HARKing is one the four horsemen of the
replicability apocalypse [along with “publication
bias, low statistical power, and p-hacking."]

—Bishop, Nature, 2019, p. 435



HARKING: FROM MISDIAGNOSIS TO MISPRESCRIPTION

AYDIN MOHSENI

A . The practios of HAT King—hypothsising afber resoltaars Known—
la commenly maligned a8 undermining the rellabiliy of sclentifie Aadings
There are several accounts in the litesntuze as to why HARKing undecmines

the relinhility of findings. We argue that none of these is right and that the
corvect. stcount 8 a Bayeslan one. HARKine can jodeed decrense the selia
bility of sefeaific Badivgs, but B can also wnesease it Whael effect HARKiag
o s of hypatheses charncter-

prduces deprends on the differenee: of th
istirally selected ex mnte mnd ax pret tn sheerving data Farther, we show how
misdingnosis of HARKing can lead 1o misprescriptzon in the context of the

replication crisis.
1. INTRODUCTION

Ina 2008 article in Neturs, the anthor, psychologist Dorothy Hishop, describes
HARKing as one of “the four horsemen of the reproducibility apocalypse” along
with publication bias, low statistical power, snd p-hacking (Bishop 2019, p. 435).
The practice of HARKing—lvpothesiaing alier resalts are knowo—is connmondy
maligned as imdermining the reliabilicy of scientific findingz.! 'There are several
accounts in the literature as to why IIARKing undermines the reliability of find-
ings, Scholars have argoed that HARKng undermines frequentist guarantees of
lomgrun error contral, that i vielates a broadly Popperian piclure of science,
and misrepresants hypot heses formmlated ex post to observing che data as thoae
formuleted ex ante. We argue that none of these accounts correctly identify why
HARKing can undermine U relisbilivy of ludings, and that uhe cormecl accounl
iz & Bayesian one.

We will show that HARKing can indeed decrease the reliahility of scientific
findings, but that there sre conditions under which HARKing can actually in-
vrepse Lhe reliability of findivgs, In both cases, the ellect of HARKing vn Lhe
reliahility of findings ia determined by the difference of the prior ordds of hypache-
ses characteristically selected ex ante and ex post to ohserving deta. To make
this precise, we empley a standard model of oull hypothesis significance besting

Ser, Far pxample, Kerr (10085 Jokn e Al (2012); Murphy and Aguinis (20185 snd Lishner
(2021). Far u mers muaneed acconnt of the sffects of HATCng, more in oe with the sne provided
Lere, sec Rab (2017},
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REPLICATION, REFORM, AND AN INTERVENTIONAL
SIMPSON'S PARADOX

AYDIN MOHSENI

ABSTRACT. Seientific gludies vary in their methodological soundness. Intor-
ventions in evislentiary standards and reanch differeniially affect
stixdies as 0 function of this soundoess. The comjunceion of these fcts has -
recognized implications fr proposed isterventions in the replication erisis. Wi
argn that we shoulel expect thes: facts to obiain, sl demensirate that, when

for inl efferts of i as u function of study sauncl-
s, inent proposed i b Jowering the s thresbald
s voluntary i il prodiiee less than eetimates

might sggest and, i some cass, acbually imeresse false discoviry rités, dgn
crrar rates, and mognitide soggeration raties,

1. INTRODUCTION

A key result in social cpistemology is that social rationality ean diverge from
individual rationality. This result, known as the Independence Thesis, was es-
tablished by Mayo-Wilson ot al. (3011), In their analysis of bandit problems,
they show that networks of agents employing learning rules that individually fail
to converge to the truth may, as a group, swcceed in doing so; conversely, net-
works of agents using learning rules that individually converge to the truth may,
eollectively, fail to do o,

In this paper, we illostrate an instance of this moral in the context of the
replication erisis in the social and biomedical sciences and ongoing debates about

hodological reforms in sclentific practice.  Through an analysis of a model
of mull hypothesis significance testing, we show how reforms that lower every
individual study’s error rate can nevertheless worsen the error rate of the published
literature as a whole, producing an nterventional Simpson’s paradosc.

Our result i bailt on two core premises, The first premise i that seientific
studies vary in their meth i i Methodological i here is




comment |

Redefine statistical significance

We propase to change the default P-value threshald for statistical significance from 0.05 to 0.005 for claims of

new discoveries.

Daniel ). Benjamin, James O, Berger, Magnus Johannesson, Brian A, Nosek, E.-). Wagenmakers,

Richard Berk, Kenneth A. Bellen, Bjgrn Brembs, Lawrence Brown, Colin Camerer, David Cesarini,
Christopher D. Chambers, Merlise Clyde, Thomas D. Cook, Paul De Boeck, Zoltan Dienes, Anna Dreber,
Kenny Easwaran, Charles Efferson, Ernst Fehr, Fiona Fidler, Andy F. Field, Malcolm Forster,

Edward |. Gearge, Richard Gonzalez, Steven Goodman, Edwin Green, Donald P. Green, Anthony Greenwald,
Jarrod D. Hadfield, Larry V. Hedges, Leonhard Held, Teck Hua Ho, Herbert Hoijtink, Daniel J. Hruschka,
Kosuke Imai, Guide Imbens, John P. A loannidis, Minjeang Jeon, lames Holland Jones, Michael Kirchler,
David Laibson, John List, Roderick Little, Arthur Lupia, Edouard Machery, Scott E. Maxwell,

Michael McCarthy, Don Moore, Stephen L. Margan, Marcus Munafd, Shinichi Nakagawa,

Brendan Myhan, Timothy H. Parker, Luis Pericchi, Marco Perugini, Jeff Rouder, Judith Rousseau,

Victoria Savalei, Felix D. Schinbrodt, Thomas Sellke, Betsy Sinclair, Dustin Tingley, Trisha Van Zandt,
Simine Vazire, Duncan J. Watts, Christopher Winship, Robert L. Wolpert, Yu Xie, Cristobal Young,
Jonathan Zinman and Valen E. Johnson

b Lack of reproaducibility of sciemific

studies b,

ot address the appropriate threshold for

wrver the credibility o ehiiris of fiéy
caveries based on ‘statistically significant’
findings. There has heen mich progress
soward documenting and addressing
several canses of this fack of r-‘rln:h: hitiry
{foe exanphe, multiphe elin king.
i hkas aned rdes-pow
that a leading

ibdlsty has not yet

beeu adeguately addressed: statistical
standards of svidence for claiming new
discawveries in many Felds of science are
simply tao low. Associating statsstically
spnificant Andings with F < 0405 resalis
i high rate of false posisiwes cvon in the

absence of other experimental, procedaral
aiting prob s

and 1
Fan he threshald tor

aefinsiing statistical sigilic ance for aew

discaveries is P < 005, we propose a change

WP iz simiple step woald

immediately improve the reprocuchity of

fiekds. Results

rently he called significant

new threshold shauld

e calld supgestive. While

a5 hae known the relative

sing P o 0,065 a5 a threshold

Sor discovery and the proposal to lower
.ofI.OIh is ot new ", a critical mass of

endorse this change,

ar
o existing claims. We also do not advocate

example, penamics
 physics researchs see the
o

ta saudies that comduct oll lypothesis
signilicance tests. We have diverse views
ahows bew best 1o fapre reprodusibil
and many af us belzeve that other ways of
summarizing the data, sich as Rayes @ cors
e ather postersor sumsmaries based an
Clearly articdated model assumptians, are
prferable s P valucs, Howeve, cha
Pyaue threshald is simple, aligns with the
trmining vndertakin by many rescarchiens,
and might quickly schieve broad scceptance,

Strength of evidence from P values

In tessing 2 paint null bypathesss 17, against
an alternative hypothesis i, based an data
. the Pvalus is defined a5 the probability,
alated under the null b hesis, thas a

We restrict our recommendation to
dams of discovery of new sffects. We da

&

a
irect measure af the .-.m:.,nhm evidence
far H, relatree o H, isthe ratia o their

Puldahi

i the

prabahilities. By Baves’ rude, this ratio may
e written as:

=BE ¥ (priar odds)

where BF isthe Bayes factar that represents

from similar reseazch guestioas in the same
fichl. Multiple-Fypathests testing, P-hacking
pbication bias all reduce the credibility

Same o thess practices reduce
il of H, selative 1o H, by
changing the papulation of hypothesss tests
that e repeeted. Prediction markets” el
anabyses of replication results! both suggest
that for prvchalegy experiments, the prior
adds of H, relative b B, may be only about
1210 A simalar mamber has been suggested
in cancer clindcal trials, and the o
1 likely tov he much lower in precli
rescal I.

#
Bayes Exctor depénds on H, Hewerer, e
connection between the two quantities
can be evalusted for particular west
statistics under certain classes of pluible
albernat ives

Proposal to change the
default p-value
threshold for statistical
significance from 0.05
to 0.005.
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< [ amohseni.shinyapps.io

The Reliability of Scientific Findings and Reporting Protocols

We can model the
proposed reforms to
help us better reason
about their potential
impacts.




= False discovery rate (currently dominates discussion)
= False omission rate
= Sign error rate
= Absolute discovery rate
= Magnitude exaggeration ratio

= Decision-relevant informativeness

A broader portfolio of epistemic aims
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A INSTITUTE FOR
JOHN TEMPLETON COMPLEX SOCIAL

FOUNDATION DYNAMICS



Grantmakers allocate ~$1T /year to fund science

We do this without a theory of what works



A funder controls three things:
" WHO (e.qg., track record vs. peer review)
" WHEN (e.g., commit early vs. update later)

" SPREAD (e.g., target vs. seed everyone)



We model grantmaking as a Bayesian allocation
problem.



Setup



A (human, AT) researcher is represented by two
numbers:

» K = knowledge

= R — resources

Output is bottlenecked by the scarcer one

the scarcer input sets the flow

. I output
! !

K — knowledge R — resources



Strategy

Forward (pubs + grant) hd

Funding effects on (K, R) distribution: Forward (pubs + grant)

B = 101/round | Arrows (right panel) show start-to-round-2 movement

Before funding Round 1 Round 2
=.0.025 K r=0.568 e r=0.561
15 / J
# 2 5 Bottleneck
. 6 4 ; Selaarh
< ° b 53 o ¥ dlrec1tllgn (D)
2 10 . J¢ '
S = x 0.5
3 P R % o
) ® - R -
X . & I i - 0.5
] ; # ’ = b 4
F_ . : io R % 3 ﬁ' i -1.0
! i 33-80 of o °, ® .ﬁ%&%{‘ of o °, ° iﬁ ﬁi‘f’ of o ®
0 5 10 15 0 5 10 15 0 5 10 15

Resources (R)



A field is a few stars and a long tail

" researchers drawn unequally

= “how unequal” is empirical (a = 2)




The funder's problem:

" anoisy signal of each researcher
" split a budget over a few rounds

" see who produces what, then re-decide

update beliefs

e N i

/, \'\
> E
o —@ —@

Round 1 observe Round 2

fund who publishes re-decide



What the optimal dollar balances:
" return now

" build them up

" return later

" learn by funding

" learn by watching



Three knobs & nine strategies:

" Each strategy = a knob setting
" Comparing them is the experiment

nine strategies




Results



These are some very preliminary results



Let's make some predictions...
" six questions

" predict before each reveal



Which lever buys the most science?

" WHO (e.qg., track record vs. peer review)
" WHEN (e.g., commit early vs. update later)

" SPREAD (e.g., target vs. seed everyone)



Three levers a funder controls — which one moves output?

WHQ you fund = 10x the others
(peer-review signal)

WHEN you fund
(plan ahead vs. myopic)

WHETHER you spread
(seed vs. target)

-2 0 2 4 6 8
Gain in scientific output (vs. the alternative)

WHO = 10x WHEN or SPREAD



How sharp does peer review need to be?



Value of the signal (output)

o = N W B~ U1 OO0 NN 00

How good does peer review need to be?

further precision
barely helps

- 1071 100 10t
Signal noise T K <« sharper review noisier review p



Does review pay off equally everywhere?



=
0N
(> BN O3
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Value of the signal (output)
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Which fields benefit most from peer review?

—o— T K=0.3
—— T K=1
T K=3

~13X%

1.3 2.0 2.5 3.0 3.9

Tail heaviness k shape
<« heavier tail, more unequal more uniform p



Does planning ahead beat re-deciding each
round?



Forward — Myopic (output)

Does multi-round planning beat re-optimizing each round?
1.00 (the signal lever lands here T +6 to +8)
0.75
0.50

0.25

no effect

0.00

—0.25

—0.50 ! = =

—o— T K=0.1 —e— T K=3
—0.75| —— 1 K=0.3 —e— T K=10
—— T K=1

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Knowledge-growth rate £ (how much round-1 funding compounds)

—1.00




Invest early to compound—right?



share «

Optimal round-1

When knowledge compounds, when should you spend?
0.52

0.50 L L L L jevensplit
0.48
0.46
0.44

0.42

backload
0.40 (spend more in round 2)

0.38

0.36

0.0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8
Knowledge-growth rate ¢




Does a small foundation face NIH's problem?



Value of signal (output)

co

(@)}

o

M

Does signal value depend on how big the funder is?
Share of impact: collapses with size

Absolute terms: rises with size

10-1 10°
Funder budget b (relative to field)

o
S
X

60%

40%

20%

Signal value, as share of total impact

0%

4%

9%

101 10°
Funder budget b (relative to field)



A caveat...



Discussion



Two bets we haven't run

F - does upstream funding (NIH/NSF) shrink
what we add?

G - which strategy wins where?



Same machine, different substrate
— money - human scientists

— compute - Al scientists



Help me: how do we quantify "quality"?

— output here = papers
— breakthroughs? training? replication?

— could a market price the gap?



How to model signals?
— mine = clean Gaussian noise

— real review = biased, strategic, committee-
filtered

— does "signal dominates" survive?



Does this transfer to Al?

— right production function for automated
research?

— does fixed-population break (effort, entry)?

— which single result would you bet against?



Discussion
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